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Executive 
summary
Despite the wealth of information available to job seekers, choosing careers and transitioning 
between jobs remain a complex endeavor. With millions of job titles available, it is difficult for 
candidates to know what each role entitles and how well-suited they are for various open positions. 

Our research aims to break through this complexity and provide a quantitative framework for 
recommending job transitions. We use a comprehensive job and skill data set with annotated 
variables (job activity, job seniority) in conjunction with a multivariate technique to create a 
matching score for any job pair (A, B). The multivariate combination relies on the similarity between 
the titles of jobs A and B, their descriptions, and their required skills. This model is used to determine 
the top 10 recommendations for each of the 3,190 jobs in the data set considered for this analysis.

This top-recommendation data set reveals several insights: 

- First, we find that career paths are, to a significant extent, transversal:

· 42% of the top recommendations lie within the narrow activity category of the job of origin. 
· 29% of the top recommendations lie within the broad activity (but not the narrow activity) 
    category of the job of origin.
· 29% of the top recommendations lie outside the broad activity category of the job of origin.

- Second, we found that most of the recommended job transitions (75%) are on the same 
seniority level as the job of origin. The rest of the transitions correspond to increased (upward) 
seniority transitions.

- Third, we found that soft skills power job recommendations to a significant extent. In addition, 
we rank the top soft skills according to their contribution to career pathing. 

- Fourth, we found that the above results stay largely the same when jobs are weighted 
according to their incidence in the French and the United States labor markets. 

We hope that the method presented here along with the insights obtained will generate an improved 
accuracy in matching people with jobs, for the benefit of both job seekers and recruiting 
professionals alike. Corporations can benefit from this framework by either creating relevant career 
paths for the entire spectrum of jobs present internally, or by recognizing novel sourcing channels for 
their job pool.
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1. Introduction
Career paths are notoriously hard to anticipate. Few of those over 30 years are in the job they 
planned to be at the age of 20. Choosing a career, and the jobs which compose it, has a large 
randomness component driven by location, personal and professional network, job opening 
availability, timing, and various other factors. Compounding this effect is the continuously evolving 
complexity of jobs available on the market: there are millions of job titles, and it is often difficult to 
understand which occupation lies behind a given title. 

Even when job titles are accurately mapped to standard occupations, such as the occupational data 
sets of ESCO [1] or O*NET [2], the space of possible career transitions is daunting. As an example, for 
the ESCO data set of approximately 3,000 jobs, there are no fewer than 9,000,000 job transitions 
possible . Few, if any, data sets exist which adequately cover – from a statistical point of view – the 
entire space of job transitions. Instead, recruitment experts rely on various proxies which are 
validated using public data or manual techniques [3,4]. 

In this study, we use a standard occupational data set with hand-annotation variables to quantify 
the similarity between any two jobs A and B, and thus obtain a measure of how viable the transition 
from job A to job B is. This technique is further used to address the following questions:
 
- Given a job A, how do we identify the most similar jobs B, C, D… which are interesting to 

consider from a career progression standpoint? As mentioned previously, recommending 
career paths is the main goal of our study.

- Of the top recommended jobs, how prevalent are “off-the-beaten-path” choices (i.e. those 
recommendations which are not immediately obvious given the job of origin)?  

- What fraction of the top job recommendations correspond to upward transitions in terms of 
job seniority? Conversely, what fraction of recommendations are “lateral” transitions, i.e. 
conserve the job seniority?

- When looking at the career progression, how important are soft skills?

- Finally, are the answers to the above questions changing when job weighting is performed 
according to a specific market such as France or the United States? 

We note that the framework introduced in this document can be applied to any occupational data 
set, including typical corporate job and skill repositories available in large companies for recruitment 
or mobility purposes.

   Note that for simplicity we will use “occupation” and “job” interchangeably, knowing that the two terms are, as a rule, different: 
an occupation is more general in nature and may encompass multiple jobs.  
1
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2. Find-Next-Job: 
Data and Methodology 
2.1 Definitions. Problem statement and solution approach.

We define a career path as a sequence of jobs A→B→C →D→ … where the jobs A, B, C, D, … are close in 
nature and do not decrease in seniority as the sequence progresses (see Figure 1). Thus, a career path 
can also be viewed as a succession of job transitions: (A→B), (B→C), (C→D), and so on. In accordance 
with this view, we consider job pairs (A, B) to be the central element of our analysis. 

Figure 1. Illustration of a career path, represented as a sequence of jobs A→B→C … →X. 

A natural question to ask is: when does a job pair (A, B) form a viable job transition (A→B)? 

This question encapsulates the entire aim of our study. Clearly, no definite answer can be given, and 
the question may instead be answered using a probabilistic approach. Consider the following 
examples. Some people may agree that (web analyst → data scientist) is a viable job transition, 
others may not. At the other end of the spectrum, most people would agree that (actor → astronaut) 
is not a viable job transition; yet, actor William Shatner flew into space on the Blue Origin flight of 
October 2021 [5]. In another extraordinary feat, film director and explorer James Cameron made a 
solo dive to 10.9 km below the surface of the Pacific Ocean [6]. While isolated, these examples serve 
to illustrate that almost no job transition can be completely ruled out; instead, we can state that 
some jobs transitions are more probable than others. 

If a statistical approach is to be used, then how can we define a measure of similarity between two 
given jobs A and B?

It is instructive to consider the approach many of us take when dealing with this question. The 
immediate reflex is to look at the titles of the two jobs A and B. By using what we know about people 
in jobs A and B, we mentally assess the likelihood of the A→B transition. The transition (HR analyst → 
HR manager) seems probable, while (actor → astronaut) much less so. This approach works in cases 
in which we are familiar with the jobs A and B. Conversely, this method stops working for job titles 
which lie outside our knowledge, and few people can claim to be familiar with 3,000 different jobs. 

A second, complementary approach is to analyze the descriptions of jobs A or B, and search for a 
certain overlap in the language and terms used. Are the activities, tasks or responsibilities involved 
somewhat similar? If yes, then this is a good indication that jobs A and B are similar. 
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2.2 Job and skill  data set used in this study

A third, yet more thorough approach relies on analyzing the skills required to successfully conduct 
each job. We can reasonably expect that two jobs A and B which require most of the same skills will 
be similar in nature and thus form a viable job transition A→B. Similarly, if the skills required are 
markedly different, we would assign a lower degree of similarity to jobs A and B and consequently a 
lower probability to the transition A→B. 

In this study, we will concurrently use the three approaches outlined above to obtain a global 
measure of similarity for any and all job pairs (A, B) in our data set. We will explain how each of the 
three similarity variables (e.g. job title similarity, job description similarity and skill set similarity) can 
be computed using dedicated algorithms. The data set used for this study will be described in 
Section 2.2, while Sections 2.3 and 2.4 will present in detail our methodology and algorithms. 

For this analysis, we used a proprietary data set which is based on the European Skills, Competences, 
Qualifications and Occupations (ESCO) [1] and augmented with certain occupational data from 
O*NET [2] and the International Standard Classification of Occupations (ISCO) classification [7].  The 
jobs contained in this database span 86 industries and 12 distinct business functions.

For the purpose of this analysis, any given job is represented by the following variables: 

• Job title. A job title contains on average 2.9 words, as for example: “Accounting manager”, 
“Data science manager”, etc.

• Job description. A job description contains on average 2.3 sentences. For example, the 
“Founder” description reads “People in this job are entrepreneurs who may work alone or with 
other co-founders to establish and direct the activities of a business startup. The 
responsibilities include identifying products that can fill specific needs in the market, 
developing business plans, obtaining financing, recruiting staff, and participating in early 
marketing activities to build brand awareness for the company and its products.” 

• Essential skills for the job. This is the set of skills required to fulfil the duties associated with 
the job; on average, a job is associated to 24.6 essential skills which can be classified as either 
hard skills or soft skills [8].

• Job seniority level. To account for job seniority, we annotated each job using a classification 
system with six seniority levels presented in Figure 2 and inspired from [9].

• Job activity category. This variable, described in the Appendix, is used solely for algorithm 
training and validation purposes.

In total, the data set used for this analysis consists of 3190 unique jobs and 10,590 unique skills, 
respectively. 
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2.3 Methodology for building a career path

Figure 2. The six-level seniority scheme used in this study. Each job is assigned to one of the six seniority 
levels, and this classification is used to restrict the range of possible job transitions. 

2.3.1 Seniority requirement for viable job transitions

The methodology for building career paths proceeds in three main steps: 

- Step 1: Pre-processing: in this step, we filter out certain job pairs according to the difference in 
their seniority level.

- Step 2: Creation of training data sets: using the job activity variable, we create data sets 
containing pairs of highly similar jobs and highly dissimilar jobs. These are referred to as the 
“good-match” and “bad-match” data sets, respectively.

- Step 3: Training and validation of the model: in this step, we develop a multivariate technique 
whose aim is to differentiate good-match job pairs from bad-match job pairs. This model relies 
on the job title similarity, job description similarity and skill set similarity.

The next three sections describe these steps in more detail. 

The first step in constructing viable job transitions is to account for changes in the job seniority level, 
as careers are typically directional. For example, (financial analyst → financial manager) is a viable 
job transition while the transition (financial manager → financial analyst) might amount to a 
demotion and is considered much less likely to occur.  

In considering whether a job pair (A, B) may form a viable job transition (A→B), we retain only those 
cases in which the seniority of job B is equal to the seniority of job A or up to three levels higher. This 
selection rule automatically excludes transitions for which job seniority decreases, as well as 
transitions for which the jump in job seniority is too high to be practical; as we will see in Section 3.2, 
about 91% of the recommended job transitions occur at the same level of seniority or one level higher. 

Once the job seniority filter is applied, we shift our attention to quantifying the degree of similarity 
between any two given jobs A and B in the database. 
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2.3.2 Constructing good-match and bad-match data samples

2.3.3 Quantifying job similarity using a multivariate approach

A common way to build “ground truth” data sets is to employ some form of hand-annotation – i.e. 
manual classification of data on which algorithms are to be trained, tested, or validated. As hand-
annotating 9 million pairs of jobs is a nearly impossible task, we resorted instead to an alternative 
approach which takes advantage of the job activity classification (see the Appendix). Specifically, for 
a job pair (A, B) we define the job activity similarity SA as  :

- SA = 1 if jobs A and B are in the same narrow activity category,
- SA = 0.5 if jobs A and B are in the same broad activity category, but not within the same narrow 

activity category,
- SA = 0 if jobs A and B are in different broad activity categories.

The job pair data set with SA = 1 is expected to be dominated by pairs with a high degree of similarity, 
while the data set having SA = 0 is expected to contain largely dissimilar jobs. We will evaluate the 
performance of our similarity measures against these two data sets. Furthermore, when building the 
models (see the next section), we will use 70% of the job pair data set for training purposes, and the 
remaining 30% for model testing and validation.

We note here that the job activity similarity SA is one of several possible proxies for job evolution, and 
it presents both advantages and disadvantages. The main advantage is that SA does not make use 
of (and thus can be used in conjunction with) the job titles, descriptions or skills. Instead, it relies on a 
combination of manual annotation and the ISCO classification created by experts in the labor 
market [7]. When to its drawbacks, the SA variable does not allow us to differentiate pairs within the 
same narrow category (hence it is impossible to rank the recommended jobs if they all belong to the 
same narrow category as the job of origin). To address this limitation, we will create a continuous 
measure of similarity, one trained to model activity similarity based on the similarities in job titles, job 
descriptions, and skill sets. 

To obtain a global measure of similarity between any two jobs, we combine three distinct variables:

- Job title similarity ST. The variable ST is defined as the cosine distance between the vectors 
embedding the titles of jobs A and B [10].

- Job description similarity SD. The variable SD is defined as the cosine distance between the 
vectors embedding the descriptions of jobs A and B [10].

- Skill set similarity SK. The variable SK takes into account both the direct skill overlap between 
jobs A and B, along with an inter-skill (skill-to-skill) distance computed using a graph 
embedding approach [11,12].

The distributions of these variables for the good-match (SA = 1) and bad-match (SA = 0) samples are 
shown in Figure 3.

    In the notation SA, the subscript “A” stands for “activity” and has no relation with the “job A” chosen for illustration.2

2
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The predictive potential of each variable taken in isolation can be assessed by using a univariate 
ordinary least square approach and recording the percentage of output variance (adjusted R2) 
explained by the variable considered. We find that the variable with the highest prediction power is 
the skill set similarity SK (adjusted R2 = 48.6%), followed by SD (34.7%), and ST (27.8%). Intuitively this is 
to be expected as the job titles contain the least amount of information (few words), followed by job 
descriptions (few sentences), and finally the skills information which is significantly richer (25 skills on 
average).

Figure 3. Distributions of the three job similarity variables for the good-match (green histograms) and bad-
match (blue histograms) samples: (a) job title similarity ST distributions, (b) job description similarity SD  

distributions, (c) skill set similarity SK distributions. 
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Figure 4. Distributions of the combined similarity SC for the good-match and bad-match samples. 

Table 1. Good-match and bad-match classification rates, based on the SC = 0.5 threshold. 

An alternative way to quantify model accuracy is to compute the misclassification rate (good-match 
pairs classified as bad-match and vice versa). Taking a separation threshold of SC = 0.5, we find the 
results listed in Table 1, which indicate that about 92% of the good-match and bad-match pairs are 
correctly identified using the multivariate combination approach. 

Finally, using a Bayesian approach with flat priors we can calculate the posterior probabilities that a 
job pair whose combined similarity is SC can be classified as a good-match or a bad-match pair. 
These probabilities are shown in Figure 5. If the situation requires it, one may impose certain 
probability thresholds in order to increase the relevance of the recommended job transitions.

When preparing for the combination of these variables, we also tested the predictive power of their 
logarithms – which tend to be effective in situations in which variable distributions are skewed. We 
found that using ln(SD) further enhances the predictive capabilities of our models. In conclusion, the 
final set of variables used to quantify job pair similarity is composed of: SK, ST, SD, ln(SD). 

Finally, we tested several different non-linear combination techniques and found that the Boosted 
Decision Tree approach [13] provides the best results. To fix the notations, we will denote the output 
of the Boosted Decision Tree combination by SC. Figure 4 shows the SC distributions for the good-
match and bad-match samples, which exhibit a higher degree of separation than the single-variable 
distributions shown in Figure 3. Indeed, we measure an increased adjusted R2 of 58.4% for the SC 

variable.
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In conclusion, we have used a multivariate approach to quantify the similarity between any two jobs 
based on how close their titles, descriptions, and skills are. For a given job A, the similarity measure 
SC will be used to score and rank all possible job transitions (A→B), (A→C), etc., in order to create 
viable career paths having job A as the origin. By construction, these paths will progress from one 
similar job to the next, while increasing, on the ensemble, job seniority.

The next section will present several applications of this method.

Figure 5. Probability of the good-match and bad-match as a function of the combined similarity score SC.
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3. Applications. An in-depth look 
at the top recommended jobs 
The method outlined in the previous section allows us to compute a similarity measure between any 
two jobs. We recognize the fact that most of the job-to-job transitions will carry low job similarity 
values: that is, for a given job, there is a small number of job transitions which are viable, and a large 
number (thousands) of transitions which are not. This is confirmed by the plot in Figure 6(a), which 
shows the distribution of the combined similarity score SC for all pairs which can be formed by the 
jobs in our database. The average similarity score SC is low (0.26) indicating that the vast majority of 
job pairs are consistent with the bad-match distribution (red histogram in Figure 4).

In this context, it becomes interesting to focus on the job transitions carrying the highest SC similarity 
values and analyze the patterns which emerge in this good-match-dominated data set. To simplify 
the analysis, we choose to retain only the top 10 transitions recommended  for each of the jobs in the 
data set – hence a total of 31,900 job pairs. This data set will be referred to as the top-
recommendation data set. Figure 6(b) shows the distribution of the combined similarity score SC in 
the top-recommendation data set – where, as expected by construction, a strong skew toward the 
high-similarity range is apparent.

Figure 6. Distributions of the combined similarity SC (a) for all jobs pairs and (b) for the top 10 
recommendations.

The following analysis aims to answer the question: to which extent do the recommended jobs lie 
within the same activity category as the original job? And conversely, how often do 
recommendations belong to different broad categories altogether?

Job recommendations can belong to one of three types: 

- Narrow-category (NC) recommendations: these are cases in which the recommended jobs and 
job of origin lie in the same narrow activity category.

- Broad-category (BC) recommendations: these are cases in which the recommended jobs and 
job of origin lie in the same broad, and not in the same narrow, activity category.

- Cross-category (CC) recommendations: cases in which the recommended jobs and job of origin 
lie in different broad activity categories.

   For a given job A, the top 10 job recommendations correspond to the jobs B, C, etc., which have the 10 highest values of SC 
similarity with job A, among all jobs in the data set (job A excluded).
3
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Figure 7 shows that the recommendation breakdown across the three types defined above is 42% NC 
recommendations, 29% BC recommendations, and 29% CC recommendations.

The fact that, on average, 29% of the top recommended jobs lie outside the broad activity category 
of the current job is remarkable and shows that the space of jobs is highly varied and inter-
connected. Two conclusions arise:  

- From a job seeker perspective, it becomes beneficial to widen the job search beyond the 
current narrow or broad activity category. In fact, more career transitions lie outside the 
narrow activity category than inside of it.

- For recruiters, the above findings re-emphasize the importance of considering alternative/
complementary talent sourcing channels which reach beyond the activity scope of the job 
opening under consideration.

Table 2 summarizes the results presented above.

Figure 7. Distribution of the NC, BC, and CC job recommendations. The largest contribution corresponds to 
job recommendations coming from the same narrow activity category as the job of origin.

Table 2. Percentage of the top-recommendation job pairs as a function of the SA value. We note that 29% 
of the top recommendations cross broad activity categories, while 42% of the recommendations lie within 

the same narrow activity category.

In the previous section we defined certain rules for job seniority – notably excluding the job 
transitions for which the job seniority level decreases. That is, we only allowed transitions for which 
the seniority level either stays constant or increases. We investigated the frequency of these cases in 
the top recommendation data set. The results are presented in Figure 8 and show that in 75% of the 
cases, the seniority level stays unchanged. This is an interesting finding and it shows that three of the 
four best recommended jobs are in fact lateral transitions, from a seniority standpoint. 

3.2 Job seniority patterns in the top-recommendation data set.
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When the job activity dimension is considered, we observe that the ratio of 75:25 between lateral and 
upward seniority transitions stays roughly unchanged across the NC, BC, and CC categories, 
respectively.

As previously mentioned, we make recommendations based on the value of the combined similarity 
SC ; in turn, this variable relies the most on the skill set similarity SK. A higher skill overlap is bound to 
increase the relevance of the job recommendation associated to it. 

It is thus interesting to understand which skills appear most frequently in the overlaps between the 
jobs of origin and their corresponding recommendations. These skills contribute the most (i.e. power 
in large part) the recommended job transitions; as such, they are key not only for job seekers and 
recruiters, but also for talent managers who seek to create high-impact learning and development 
programs. 

Figure 9 shows the top ten skills powering most of the recommended job transitions. These are 
exclusively soft skills – which is largely expected given the high level of transversality and 
transferability of these skills. As an example, we recognize that most jobs today require some form of 
communication (emails, presentations) as well as good time management (punctuality, task or 
deadline management). Overall, soft skills account for 30% of the combined skill overlap between the 
3190 jobs and their top ten recommendations. 

Figure 8. Percentage of top job recommendations as a function of the job seniority increase. We note that 
the majority of recommendations preserves the seniority level (75%) or move one level up (16%).

Figure 9. Ten skills powering the top job recommendations. As expected, these are soft skills, both personal 
and interpersonal [8]. To illustrate how this chart should be interpreted, we note that 85% of all job 

recommendations have the “Written communication” skill in common with the job of origin. 

3.3 Which skills power most of the top job recommendations?
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3.4 Job weighting for specific labor markets: the case of France and 
the United States  

We ask how the results presented so far change if one is to assign weights to the 3,190 jobs based on 
how widespread they are, i.e. by the number of people occupying each particular job. As this type of 
weighting depends on the market, we have considered the cases of France and the United States.

To obtain the weights, we looked at quarterly reports of employment made by the National Institute 
for Statistics and Economic Studies (INSEE) [14] for France and the Bureau of Labor Statistics (BLS) [15] 
for the United States. The employment data are not given for every job but by main industry/activity 
sector. The French classification of activities (NAF) [16] is used by INSEE and the North American 
Industry Classification System (NAICS) [17] by the BLS. A crosswalk was manually built between these 
two classification systems. Then to link the NAF classification to ISCO codes and to the 3190 jobs 
within them, we used an intermediary classification, the Operational classification database of jobs 
and occupations (ROME) [18] and crosswalks between [NAF-ROME] and [ROME-ISCO] built by the 
French public employment service, Pole Emploi [18]. After this weighting is applied, we find the 
following results:

- When considering the three transition types (NC, BC, and CC) introduced in Section 3.1, we find 
that the results stay roughly unchanged:

· NC transitions account for 43% for France, 39% for the US
· BC transitions account for 29% for France, 31% for the US
· CC transitions account for 28% for France, 30% for the US

- When considering the seniority patterns presented in Section 3.2, we find that the weighting 
does not significantly impact the results    

· Lateral recommendations (i.e. recommended job is on the same seniority level as the job of 
    origin) account for: 72% for France, 71% for the US
· One-level-up recommendations account for 28% for France, 30% for the US

- Finally, when considering the soft skill contribution to the top recommended jobs (Section 3.3), 
we note that, in the French market soft skills account for 41% of the combined skill overlap 
between all jobs and their top 10 recommendations. In the US, we measure a similar 
contribution – 42%.  
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4. Conclusion
In this document we have outlined a method (Find-Next-Job) for building career paths given the job-
to-job similarity in terms of job titles, job descriptions and skills. This method addresses two major 
obstacles present in building career paths: 

1. Availability of ground truth data sets. This is a problem of volume – whereby it is highly 
difficult to coherently annotate millions of job transitions. We solved this problem by 
introducing a job activity classification scheme, which was further used to create known good-
match and bad-match data sets.

2. Job transition scoring. This is a problem of granularity: using a job classification scheme 
only allows discrete job transition scores (e.g. only 3 score values are possible) which is not 
sufficient to distinguish and rank the best job recommendations. We solved this problem by 
creating a continuous-output multivariate model which exploits the similarities between the 
job titles, the job descriptions, and the skill sets required. 

Finally, we took into account job seniority in order to produce more accurate career path models, 
notably by eliminating demotions. 

This technique was used to generate a data set of top 10 recommendations for 3,190 jobs in our 
database. An analysis of the top recommendation data set revealed several insights: 

- First, we found that career paths are, to a significant extent, transversal:

· 42% of the top recommendations lie within the narrow activity category of the job of origin. 
· 29% of the top recommendations lie within the broad activity (but not the narrow activity) 
    category of the job of origin.
· 29% of the top recommendations lie outside the broad activity category of the job of origin.

- Second, we found that most of the recommended job transitions (75%) are on the same 
seniority level as the job of origin. The rest of the transitions correspond to increased (upward) 
seniority transitions.

- Third, we found that soft skills power job recommendations to a significant extent:

· Specifically, soft skills account for 30% of the entire skill overlap between the recommended 
    jobs and the jobs of origin. 
· In addition, we ranked the top soft skills according to their contribution to career pathing. 

- Fourth, we found that the above results stay largely the same when jobs are weighted 
according to their incidence in the French and the United States labor markets. 

The Find-Next-Job method sheds light on the career options available to people based on the job they 
currently occupy. Specifically, Find-Next-Job addresses the complexity problem created by the vast 
variety of job titles available in the labor market. As such, we expect this approach to generate an 
improved accuracy in matching people with jobs, for the benefit of both job seekers and recruiting 
professionals alike. 

One obstacle remaining is that associated with the lack of open positions (especially in markets 
where jobs and working population are scarce), i.e. knowing whether the desired job is available in 
the candidate’s location at the time when they are searching for a job. The recent rise in remote work 
generated by the COVID-19 crisis may partly alleviate this problem, especially for jobs with a high 
remote index [19].
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As outlined in the introductory section, the task of hand-annotating the entire space of possible job 
transitions based on the likelihood of each transition presents immense challenges related to the 
sheer volume of pairs (millions) and the expertise required to assess transitions between jobs 
belonging to markedly different industries.  

To overcome this obstacle, we reduced the problem to grouping the 3,190 jobs into categories based 
on the nature of the activity required. This activity classification is similar to the International 
Standard Classification of Occupations (ISCO) framework, with a few differences explained below. 

The ISCO framework groups jobs on four levels (major, minor, sub-minor, and unit groups) according 
to the underlying tasks and duties associated to the jobs, but also according to the job seniority level. 
The latter observation precludes using the difference in ISCO codes directly as a proxy for job 
similarity; as an example, a sales manager and a commercial sales representative reside in distinct 
ISCO major groups. For this reason, we opted to create an alternative job classification system which 
relies solely on job activity. This two-level job classification was adapted from the ISCO job 
classification and is composed of:

- 22 broad categories (see Table 3)

- 324 narrow categories. On average, there are 15 narrow categories within a broad category 
(see Table 4 for an example).

Appendix. Building ground-truth data sets 
by introducing the job activity dimension

Table 3. List of broad activity categories, the top level of our classification system.
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Table 4. An example of the narrow activity categories (bottom layer of our classification system). These 
narrow categories belong to the “Marketing and communication” broad category. On average, there are 

15 narrow categories within a broad category.
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A B O U T  B O OST RS
Boostrs is an API-first skills mapping engine. 
By seamlessly connecting our data to HCM solutions, we help 
companies develop their employees in an ever-changing world. 

We deal with 3 major challenges in the education and HR 
spaces:

•  Managing a skills ontology 
• Understanding how the Future of Work impacts jobs and skills 
• Matching users their future career and learning paths

For more information, please visit : 
www.boost.rs 

Contact us : 
hello@boost.rs

Our studies 

Remote work : an untapped potential?
A skills-based measurement of the extent to which different jobs 
can be performed remotely.

The impact of automation on jobs and skills :
Who needs a skill boost?

The importance of soft-skills in the job market
An analysis of the soft skills demand by job, function and 
seniority level.

Ontology :
Data, AI and access


